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* Part I (four chapters) provides a broad introduction to the concepts of database
systems in general and relational systems in particular. It also introduces the
standard database language. SQL.

* Part II {six chapters) consists of a detailed and very careful description of the
relational model. which is not only the theoretical foundation underlying rela-
. tional systems but is, in fact. the theoreucal foundation for the entire database
field.

* Part ITI (four'chapters) discusses the general question of database design. Three
chapters are devoted to design theory. and the fourth conmders semantic model-
ing and the entity/relationship model

* Part [V (two chapters) is co_ncemed with transaction management (i.e., recovery
and concurrency controls). -

= Part V (eight chapters) shows how relational concepts are relevant to a variety of
further aspects of database technology—security. distributed databases. temporal
data. decision support. and so on.

* Part VI (three chapters) describes the impact of object technology on database
svstems. Chapter 25 describes object systems specificaily: Chapter 26 considers
the possibility of a rapprochement begween object and relational technologies and
discusses objectlrelauonal systems; and Chapter 27 addresses the relevance to
databases of XML.

hr——— “w’!"ﬁ""‘"""ﬂ

About the Author { - C.J.DATE is an author. lecturer. researcher. and independent

consultant specializing in relational database systems. An active

member of the database community for nearly 35 vears. C. J.
Date devotes the major part of his career to exploring. expanding.

and expounding the theory and practice of relational technology.

He enjoys a reputation second to none for his ability to explain

complex technical material in a clear and understandable fashion.
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“[C. J. Date’s] book i the flag bearer of relational theory and mathematical treat-
ment in general...as well as the runaway leader in discussing the SQL standards.
It exercises much more respect for careful language and the imporntance of con-
cepts and principles in gaining mastery of the fieid.”

—CARL ECKBERG. San Diego State University

[The| Sth Edition is an excellent and comprehensive presentation of the contem-
porary database field. In particular, Date’s chapters on types. relations, object
databases. and object-relational databases together provide an exceptionally clear,
self-contained exposition of the object-relational approach to databases.™

—MAaRTIN K. SOLOMON, Florida Atlantic:University

“Chris Date is the computer industry’s most respected expert and thinker on data-
base technology. and his book An fnrraduction to Darabase Systems continues to
" be the definitive work for those wanting a compreliensive and current guide to
database systems.™

--COLlN J. WHITE. President, [ntelligent Bu.sine:s Strategies ” ‘ L é“ 8

*This is the best explanation of concurrency that { have s¢en in literature. and it '
covers the ground quite thoroughly.”
-—-BRUC!-; O. LARSEN. Stevens [nstitute of Technology

..both an indispensabie read and an indispensable reterence. No serious mtorma-
tion systems or database practitioner should be wuhout this book.”

—DECLAN Brapy, MICS, Systems Architect and Database Specialist. Fujitsu

“The author’s deep insights into the area. informal treatment of profound topics.
open-ended discussions of critical issues. comprehensive and up-to-date contents,
as well as rich annotations on bibliography have made the book most popular in
the database area for more than two decades.”

—QIANG ZHU. The University of Michigan, Dearborn

1

“[The book’s] appeal is its comprehensiveness and the fact that it is very up-to-
date with research developments. The latter factor is due mainly to {Date's} in-
volvement with these developments. which gives him a unique opportunity to
write about them,” ,

—DavID LivINGSTONE. University of Northumbria at Newcasile
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This book is dedicated to my wife Lindy
and to the memory of my mother Rene—

also to the memory of Ted Codd, who, sadly,
passed away as this book was going to press




Those who cannot remember the past
are condemned to repeat it

Usually quoted in the form:

Those who don’t know history are
doomed to repeat it

—George Santayana

I would like to see computer science
teaching set deliberately

in a historical framework. ..
Students need o understand

how the present sitwation has come
about, what was tried,

what worked and what did not, and
how improvements in hardware
made progress possible. The absence
-of this element in

their training causes peopie to
approach every problem from

first principles. They are apt to
‘propose solutions that

have been found wanting in the past.
Instead of standing

on the shoulders of their precursors,
they try to go it alone.

—Maurice V. Wilkes
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C. J. Rate is an independent author, lecturer, researcher, and consultant, specializing in
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topics, and especially on relational database—throughout North America and also in
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* author or coauthor of a number of other database texts, including, from Morgan Kauf-
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regular columnist for the magazine Darabase Programming & Design. He also contrib-
utes regularly to the website htip:/#dbdebunk.com. His professional seminars on database
technology, offered both in North America and overseas, are widely considered to be sec-
ond to none for the guality of the subject matter and the clarity of the exposition.

Mr. Date holds an Honours Degree in Mathematics from Cambridge University,
England (BA 1962, MA 1966} and the hogorary degree of Doctor of Technology from De
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PREREQUISITES e

This book is a comprehensive introduction to the now very large’ﬁcld of database systems.
It provides a solid grounding in the foundations of database technology and gives some
idea as to how the field is likely to develop in the future. The book is meant primarily as a
tcxtbook. not a work of reference (though I hope and believe it can be useful as a reference
also, to some extent), The emphams throughout is on insight and understanding, not just
on formalisms. B . .

» i

The book as a whole is meant for anyone professionally interested in computing in some
way who wants to gain an understanding of what database systcms are all about. I assume
you have at least a basic knowledge of both: : :

= The storage and file management capablhnes (mdexmg. etc ) of a modern computer
system .
¥ The features of at least one high-level programmm" languagc (Java, Pascal, PL/I,
etc.) . . IR
Regarding the. first of these prerequisites, howevcr, please note thnt a dctailed tutorial
on such matters can be found in the online Appendix D, “Storage,Sttuctures and Access
Methods.”

STRUCTURE

I have to say that I am a little embarrassed at the size of this book. The fact is, however, .
that database technology has become a very large field, and it is not possible to do it jus-
tice in fewer than 1,000 pages or so (indeed, most of the book's competitors are also about
1,000 pages). Be that as it may, the book overall is divided into six major parts:
L Basic Concepts

II. The Relational Model
III. Database Design

IV. Transaction Management
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Further Topics :
Objects, Relations, and XML

Each part in turn is divided into several chapters:

Part I (four chapters) provides a broad introduction to the concepts of database sys-
tems in general and relational systems in particular. It also introduces the standard
database language SQL. _

Part II (six chapters) consists of a detailed and very careful description of the rela.
tional model, which is not only the theoretical foundation underlying relational sys-
tems, but is in fact the theoretical foundation for the entire database field.

Part UI (four chapters) discusses the general question of database design; three

“chapters are devoted to design theory, the fourth considers semantic modelmg and the

entity/relationship model.

Part IV (two chapters) is concemed with transaction management (i.e., recovery
and concurrency controls).

Part V (eight chapters) is a little bit of a pompourri. In general, however, it shows how -

relational concepts are relevant to a variety of further aspects of database technol-
ozy—secunty, distributed databases, temporal data, decision support, and 50 on.

Finally, Part VI (three chnpters) describes the impact of object technology on data-
base systems. Chapter 25 describes object systems specifically; Chapter 26 considers
the possibility of a rapprochement between object and relational technologies and

discusses object!relational systems. and Chapter 27 addrcsses the relevance to data- -

: bascs ot‘ XML

T‘wre are, nlso four appendxxcs The first is an overview of a dramatic new and radi-
cally different implementation technology called The TransRelational™ Model; the
next gives a BNY grammar for SQL expressions; the third contains a glossary of the
more important abbreviations, acronyms, and symbols introduced in the body of the text;

and

the last is, as aiready explained, an online tutorial on storage structures and access

methods.

. DONLINE MATERIALS

The

following instructor supplements are available only to qualified instructors. For infor-

mation on accessing them, please contact your local Addison-Wesley Sales Representa-

tive,

or send e-mail to aw.cxe@aw.com.

An Instructor’s Manual provides guidance on how: to use the book as a basis for
teaching a database course. It consists of a series of notes, hints, and suggestions on
each part, chapter, and appendix, as well as other supporting material.

Answers to exercises {(inciuded in Instructor’s Manual)
Lecture slides in PowerPoint format

lhas . .
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The following supplements are avmlablc to afl readers of this book at Atp:/iwwwaw
.com/cssupport. i

% Appendix D on storage structures find access methods (as already mentioned) -
& Answers to a sclected subset of the exercises : ;

-

HOW TO READ THIS BOOK

The book overall is meant to be read in sequence more or less as wﬁtten. but you can skip
later chapters, and later sections within chapters, if you choose. A suggested plan for a
first reading would be: _

Read Chapters | and 2 “once over lightly.”

Read Chapters 3 and 4 very carefully (except perhaps for Sections 4.6 and 4.7).

Read Chapter 5 “once over li ghtly”

Read Chapters 6, 7, 9, and 10 carcfully. but skip Chapter 8 (except perhaps for Sec-
tion 8.6 on SQL). .

Read Chapter 11 “once over lightly." -
% Read Chapters 12 and 14 careﬂxlly.l but skip Chapter 13,

= Read Chapters 15 and 16 carefully (éxcept perhaps for Section 13.6 on two-phase
commiit).

® Read subsequent chapters selectively (but in sequence), acc.ordmg to taste and interest,

Each chapter opens with an introduction and closes with a summary: in addition,
most chapters include exercises, and the online answers often give additional information
about the topic of the exercise. Most chapters also include a set of references, many of
which are annotated. This structure allows the subject matter to be treated in a {ayered
fashion, with the most important concepts and resuits being presented “in line” in the
main body of the text and various subsidiary issues and more complex aspects being
deferred to the exercises or answers or references (as appropriate), Note: References are
identified by two-part numbers in square brackets. For example, the reference “3.1)"
refers to the first item in the list of references at the end of Chapter 3: namely, a paper by
E. F. Codd published in CACM 235, No. 2, in February, 1982, (For an explanation of abbre-

. viations used in references—e.g., “CACM"~-sec Appendix C.)
!

COMPARISON WITH EARLIER EDITIONS

" Wecan sununanze the major dxffcrenccs between this edition and its unmedmte predeces
sor as follows:’

% Part [: Chapters 1-4 cover rouzhly thc same ground as Chapters 1-4 in the seventh
edition, but they have been s:gmﬁcantly revised at the detail Jevel, In particular,

! You could also read Chapter 14 earlier if you like, possibly right after Chapter 4.

M
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Chapter 4, the introduction to SQL, has been upgraded to the level of the current stan-
dard SQL:1999, as indeed has SQL coverage throughout the entire book. (This fact
all by itself caused major revisions to more than half the chapters from the seventh
edition.) Nore: Facilities likely to be included in the next version of the standard—
which will probably be ratified in late 2003-—are also mentioned where appropriate.

Part [I: Chapters 5-10, on the relational model, are a totally rewritten, considerably
expanded, and very much improved version of Chapters 5-9 from the seventh edition,
In particular, the material on types—also known as domains—has been expanded
into a chapter of its own (Chapter 3), and the material on integrity (Chapter 9) has
been completely restructured and rethought. I hasten to add that the changes in these
chapters do not represent changes in the underlying concepts but. rather, changes in
how I have chosen to present them, based on my pracueal experience in teaching this
material in live presentations.

Note: Some further words of cxplananon are in order here. Earlier editions of the
book used SQL as a basis for teaching relational concepts, in the belief that it was
easier on the student to show the concrete before the abstract. Unfortunately, how-
ever, the gulf between SQL and the relational model grew and continued to grow,
ultimately reaching a point where I felt it would be actively misleading to use SQL
for such a purpose any longer. The sad truth is that SQL is now so far from being a
true embodiment of relational principles~~it suffers from so many sins of both omis-
sion and commission—that [ would frankly prefer not to discuss it at all! However,
SQL is obviously important from a commercial point of view; thus, every database
professional needs to have some familiarity with it, and it would just not be appropri-
ate to ignore it in a book of this nature. I therefore settled on the strategy of including
{a) a chapter on SQL basics in Part I of the book and (b) individual sections in other
chapters, as applicable, describing those aspects of SQL that are specific to the sub-
ject of the chapter in question. In this way the book still provides comprehensive—
indeed, extensive—coverage of SQL material, but puts that coverage into what [ feel
is the proper context. _

Part III: Chapters 10—13 are a mostly cosmetic revision of Chapters 9-12 from the

. seventh edition. There are detail-level improvements throughout, however.

Note: Again some further explanation is in order. Some reviewers of earlier edi-
tions complained that database design issues were treated too late. But it is my feel-
ing that students are not ready to design databases properly or to appreéiate design
issues fully until they have some understanding of what databases are and how they
are used; in other words, I believe it is important to spend some time on the relational
model and related matters before exposing the student to design questions. Thus, |
still believe Part II1 is in the right place. (That said, I do recognize that many instruc-
tors prefer to treat the entity/relationship material much earlier, To that end, I have
tried to make Chapter 14 more or less self-contained, so that thcy can bring it in
immediately after, say, Chapter 4.)

Part IV: The two chapters of this part, Chapters 15 and 16, are completely rewritten,
extended, and improved versions of Chapters 14 and 15 from the seventh edition. In
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particular, Chapter 16 now includes a careful analysis of—and some unorthodox con-
clusions regarding-~the so-called ACID properties of transactions.

® Part V: Chapter 20 on type inheritance and Chapter 23 on temporal databases have
been totally rewritten to reflect recent research and developments in those areas,
Revisions to other chapters are mostly cosmetic, though thére are improvements in
explanations and examples throughout and new material here and there.

& Part VI: Chapters 25 and 26 are improved and expanded versions of Chapters 24 and
* 25 from the seventh edtnon Chapter 27 is new.

Finally, Appendix A is also new, while Appendixes B and C are revised versions of

_ Appendutes A and C, respectively, from the seventh edition (the material from Appendix
B in that edition has been incorporited into the body of the book). Appendix D is a signif-
icantly revised version of Appendi;g A _tftfom the sixth edition. :

WHAT MAKES THIS BOOK DIFFERENT"

Every database bock on the markct has its own mdwxdual strengths and weaknesses, and
every writer has his or her own particular ax to grind. One concentrates on transaction
management issues; another stresses enntylrclatxonshtp modeling; another looks at every-
thing through an SQL lens; yet another takes a pure “object” peint of view: still another
views the field exclusively in terms of some commercial product: and so on. And, of
course, ] am no exception to this rule-—I too have an ax to grind: what rmght be called the
foundation ax. [ believe very firmly that we must get the foundation right, and understand
it properly, before we try to build on that foundation, This belief on my part explains the
heavy emphasis in this book on the relational model; in particular, it explains the length of
Part I—the most important part of the book—where I present my own understanding of
' the relational model as carefully as I can, I am interested in foundauons. not fads and fash-
jons. Products change all the time, but prmc1ples endure,
In this regard, I would like to draw your attention to the fact that there are several
important (“foundation”™) topics for which this book, virtually alone among the compeu-
tion, includes an entire m-depth chapter (or an appcndtx. in one case) The topics in ques-

tion include;

Types

Integrity - SRR
Views : h
Missing information |
Inheritance -

Temporal databases

The TransRelational™ Model
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In connection with that same point (the importance of foundations), I have to admit
that the overall tone of the book has changed over the yezars. The first few editions were
mostly descriptive in nature; they described the field as it actually was in practice, “warts
and all.” Later editions, by contrast, were much more prescriptive; they talked about the
way the field ought to be and the way it ought to develop in the future, if we did things
right. And the present edition is certainly prescriptive in this sense (5o it is a text with an
attitude!). Since the first part of that “doing things right” is surely educating oneself as to
what those right things are, I hope-this new edition can help in that endeavor.

Yet another related point: As you might know, I recently published, along with my
colleague Hugh Darwen, another “prescriptive” book, Foundation for Future Darabase
Systems: The Third Manifesto (refererice [3.3] in the present book).2 That book, which we
call The Third Manifesto or just the Manifesto for short, builds on the relational model to
offer 'a detailed- technical proposal for future database systems; it is the result of many
years of teaching and thinking about such matters on the part of both Hugh and myself.
And. not surprisingly, the ideas of the Manifesto permeate the preseat book. Which is not
to say the Manifesto is a prerequisite to the present book—it is not; but it is directly rele-
vant to much that is in the present book and further related information is often to be
found therein. .

Note: Reference [3.3] uses a languagc called Tutorial D for lllustrauve purposes. and
the present book does the same. Tutorial D syntax and semantics are intended to be more

~ or less self-explanatory (the language might be characterized, loosely, as “Pascal-like™),
but individual features are explained when they are first used if such explanation seems
necessary. ,

A CLOSING REMARK "~

I would like to close these prefatory notes with the following lightly edited extract from
another preface—Bertrand Rnssell’s own preface to The Bertrand Russell Dictionary of
Mind, Marter and Morals (ed., Lester E. Denonn), Citadel Press, 1993, repriated here by
permission: .

I have been accused of a habit of changing my opinions . . . [ am not myself in any degree
ashamed of [that habit]. What physicist who was already active in 1900 would dream of
boasting that his opinions had not changed during the last half century? . . . [The] kind of
philosophy that I value and huve endeavoured to pursue is scientific, in the sense that
there is some definite knowledge to be obtained and that new discoveries can make the
admission of former error inevitable to any candid mind. For what [ have said, whether
early or late, I do not claim the kind of truth which theologians claim for their creeds. [
claim only, at besy, that the opinion expressed was a sensibie one to hold at the time . . . [
should be much surprised if subsequent research did not show that it needed to be modi-
fied. [Such opinions were not] intended as pontifical pronouncements, but only as the best
[ could do at the time towards the promotion of clear and accurate thinking. Clarity.
above all, has been my aim.

2 There is 2 website, to0: http:/Avww.thethirdmanifesto.com. See also htp:/fwww.dbdebunk.com for much
refated material.
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If you compare earlier editions of this book with this eighth edition, you will find that
I too have changed my opinions on many matters (and no doubt will continue to do so). I
hope you will accept the remarks just quoted as adequate justification for this state of
affairs, ] share Bertrand Russell’s perception of what the field of scientific inguiry is all
about, but he expresses that perception far more eloquently than I could.
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Part I consists of four introductory:chapiers:

Chapter 1 sets the scene by exﬁlmi{ing what a database is and why database systems
are desirable. It also bneﬁy dlscusscs the dxfference bctween relational systems and
others. . i

- Next, Chapter 2 presents a general archnccmre for database systems, the so-called

- ANSI/SPARC architecture. That archxtccture serves as a framcwork on whxch the rest

of the book will build. -

Chapter 3 then presents an overview of relational 'systems (the_éim' is to serve as a
geatle introduction to the much more comprehensive discussions of the same subject
in Part I and later parts of the book). It also introduces and ABXpla.ms the running
example, the suppliers-and-parts database.

Finally, Chapter 4 introduces the standard relanonal language SQL ‘(more precxscly.
SQL:1999). g
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of Database Management

11
1.2
13
14
15
1.6
1.7

- Introduction
What Is a Database System?
What Is a Database?

Why Database?

‘Data Independence ~ * -
Relational Systems and Others
Summary .
Exercises
References and Bibliography

1.1 INTRODUCTION

A database system is basically just a computerized record-keeping system. The database
itself can be regarded as 2 kind of electronic filing cabinet; that is, it is a repository or con-
tainer for a collection of computerized data files. Users of the system can perform (or
request the system to perform, rather) a variety of operations involving such files——for

exampie:

Adding new files to the database

Inserting data into existing files

Retrieving data from existing files

Deleting data from existing files

Changing data in existing files

Removing existing files from the database '

o
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Fig. 1.1 shows a very small database containing Just one file, called CELLAR. which

in turn contains data concerning the contents of a wine cellar. Fig. 1.2 shows an example
of a retrieval request against that database, together with the data returned by that
request. (Throughout this book we show database requests, file names, and other such
material in uppercase for clarity. In practice it is often more .convenient to enter such
material in lowercase. Most systems will accept both.) Fig. 1.3 gives examples, all more
or less self-explanatory, of insert, delete; and change requests on the wine cellar data-
base. Examples of adding and removing entire files are given in later chapters.

1.

Several points arise immediately from Figs. 1.1~1.3:

First of all, the SELECT, INSERT, DELETE, and UPDATE requests (also called
statements, commands, or operators) in' Figs. 1.2 and 1.3 are all expressed in a lan-
guage called SQL. Originally 2 proprietary language from IBM, SQL is now an inter-
national standard that is supported by just about every database product commercially
available; in fact, the market is totally dominated by SQL products at the time of writ-
ing. Because of its commercial importance, therefore, Chapter 4 presents a general
overview of the SQL standard, and most subsequent chapters include a section called
“SQL Facilities” that describes those aspects of that standard that are pertinent to the
topic of the chapter in question.

By the way, the name SQL originally stood for Structured Quzry Language and

'was pronounced sequel. Now that it is a standard, however, the pame is officially justa

name—it is not supposed to be an abbreviation for anything at all—and it is officially
pronounced ess-cue-ell, We will assume this fatter pronunciation throughout ‘this
book.

Note from Fig. 1.3 that SQL uses the keyword UPDATE to mean “change” specifically.
This fact can cause confusion, because the termn update is also used to refer to the three
operators INSERT, DELETE, and UPDATE considered as a group. We will distinguish
between the two meanings in this book by using lowercase when the generic meaning is
intended and uppercase to refer to the UPDATE operator specifically.

Incidentally, you might have noticed that we have now used both the term opera-
tor and the term operation. Strictly speaking, there is a difference between the two
(the operation is what is performed when the operator is invoked); in informal discus-
sions, however, the terms tend to be used interchangeably.

In SQL, computerized files such as CELLAR in Fig. 1.1 are called tables (for obvi-
ous reasons); the rows of such a table can be thought of as the reconds of the file, and
the columns can be thought of as the fields. In this book, we will use the terminology
of files, records, and ficlds when we are talking about database systems in general
{mostly just in the first two chapters); we will use the terminology of tables, rows,
and columns when we are talking about SQL systems in particular. (And when we get
to our more formal discussions in Chapter 3 and later parts of the book, we will meet
yet another set of terms: relarions, tuples, and antributes instead of tables, rows, and
columns.)
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BIN# | WINE PRODUCER YEAR | BOTTLES | READY
2 | chardonnay Buena Vista 2001 1| 2003
3 | Chardonnay Gaysexr Peak 2001 S| 2003
1] ChardonnA{ Simi - 2000 4 2002
12 | Joh. Riesling Jekel - 2002 i 2003
21 | Fumé Blanc Ch. St. Jean 2001 , 4 20013
22 | Fumé Blanc Robt, Mondavi | 2000 2 2002
30 | Gewlirztraminer | Ch. St. Jean 2002 3 2003
43 | cab. sauvignon | Windsor 1998 12 2004
45 { Cab. Sauvignon | Geyser Peak 1998 12 | 2008
48 | Cab. Sauvignon | Robt, Mondavi | 19%7 12 | 2008
50 | Pinot Noir "| Gary Farrell 2000 k| 20023
51 | pPinot Noir Fetzer 1997 3 [ z004
52 | Pinot Moir Pahlinger 1899 2 2002
58 | Marlot Clos du Bois 1998 9 2004
54 | Zinfandel Cline 1998 g 2007
72 | Zinfandel "Rafanelli 1959 2 2007
Fig. 11 The wine cellar databiase (file CELLAR)
Retrieval: .
SELECT WINE, BINE#, PRODUCER... )
FROM CELLAR - i
WHERE READY = 2004 ;
Result (as shown on, e.g., a display screen):
WINE BINE | PRODUCER
Cab. Sauvignen 43 | Windsor -
Pinot Moir 51 | Petzer
Merlot 58 | Clos du Bois
Fig. 1.2 Retrieval example
Inserting dew datar . Tl
INSERT : : ‘
INTO CELLAR ( BIN#, WINE, PRODUCER, YEAR, BOTTLES, READY }

VALUES ( 53, 'Pinot Noir', ‘Saintsbury‘, 2001,-6, 2005 } ;

Deleting existing data: .
DELETE - *
FROM CELLAR

WHERE BIN¢ = 2 ;

Changing existing daéa:
UPDATE CELLAR

SET BOTTLES = 4
WHERE BINt = ] ;

Fig. 13 Insert, delete, and change examples

4. With respect to the CELLAR table, we have made a tacit assumption for simplicity
that columns WINE and PRODUCER contain character-string data and all other col-
umns contain integer data, In geaeral, however, columns can contain data of arbitrary

N, -
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complcxity'."For example, we might extend the CELLAR table to include additional
columns as follows:

= LABEL (photograph of the wine bottle label}

x REVIEW (text of a review from some wine magazine)

n MAP (map showing where the wine comes from)

x NOTES (nudio recording containing our own tasting notes)

and many other things. For obvious reasons, the majority of examples in this book in-
volve only very simple kinds of data, but do not lose sight of the fact that more exotic

possibilities are always available. We will consider this question of column data types
in more detail in later chapters (especiatly Chapters 5-6 and 26-27).

5. Column BIN# constitutes the primary key for table CELLAR (meaning, loosely, that
no two CELLAR rows ever contain the same BIN# value). In figures like Fig. 1.1 we
use double underlining to indicate px;imary key columns.

One last point to close this preliminary section: While a full understanding of this
chapter and the next is necessary to a proper appreciation of the features and capabilities
of a modern database systen, it cannot be denied that the materinl is somewhat abstract
and rather dry in places (also. it does tend to involve a farge number of concepts and terms
that might be new to you). In Chapters 3 and 4 you will find material that is much less
abstract and hence more immediately understandable, perhaps. You might thierefore prefer
just to give these first two chapters a “once over lightly” reading for now, and to reread

-them more carefully later as they become more directly relevant to the topics at hand. -

12 WHAT IS A bAi‘ABASE SYSTEM?. ‘

To repeat from the previous section, a database system is basically a computerized record-
keeping System: in other words, it is a computerized system whose overall purpose is to
store information’ and to ailow users to retrieve and update that information on demand.
The information in question can be anything that is of significance to the individual or
orgnnization concerned—anything, in other words, that is needed to-assist in the general
process of running the business of that individual or organizntion.

Incidentally, pleasc note that we treat the terms data and information as synonyms in
this book. Some writers prefer to distinguish between the two, using data to refer to what
is actually stored in the database and information to refer to the meaning of that data as
understood by some user. The distinction is clearly important—so important that it seems
preferable to make it explicit, where appropriate, instead of relying on a somewhat arbi-
trary differentiation between two essentially synonymous terms.

Fig. 14isa sunphﬁed picture of a database system. As the figure shows, such a sys-
tem involves four major components: data, hardware, software, and users. We consider
these four components briefly here. Later we will discuss each in much more detail
(except for the hardware component, details of which are mostly beyond the scope of this

book).
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B Database management system (DBMS) z;
1
]

Database . 3 Q

Application
programs

T e ey e e | End USErS

Fig. 1.4 Simplified picture of a2 database system

Data- -

Database systems are available on machines that range all the way from the smallest hand-
heid or personal computers to the largest mainframes or clusters of mainframes. Needless
to say, the facilities provided by any given system are determined to some extent by the
size and power of the underlying machine. In particular, systems on4arge machines (“large
systems™) tend to be mudti-user. whereas those on smaller machines (*small systems™)
tend to be single-user. A single-user system is a sysiem in which at most one user can
access the database at any given time: a multi-user system is a system in which many
users can access the database at the same time. As th 1.4 suggests, we will normally
assume the latter case in- this book, for gencrahty. in fact, however, the distinction is
largely irrelevant so far as most users are concerned, because it is precisely an objective of
multi-user systems in general to allow each user to behave as if he or she were working
with a single-user system instead. The special problems of multi-user systems are prima-
rily problems that are internal to the system, not ones that are visible to the user (see Part
IV of this book, especially Chapter 16).

Now, it.is convenient to assume for the sake of simplicity that the totality of data i in’

the system |s all stored in a single database, and we will usually make that assumption in
this bodk, since it does not materially affect any of our other discussions. In practice,
however, there might be good reasons, even in a small system. why the data should be
split across several distinct databases, ‘We will touch on some of those reasons later, in
Chapter 2 and elsewhere.
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In general, then, the data in the database—at least in a Jarge system—will be both inre-
grated and shared. As we will see in Section 1.4, these two aspects, data integration and
data sharing, represent a major advantage of database systems in the “large” environment,
and data integration, at least, can be significant in the “small" environment as well. Of
course, there are many additional advantages also, to be discussed later, even in the small
environment. But first let us explain what we mean by the terms integrated and shared:

s By integrated, we mean the database can be thought of as a unification of several
otherwise distinct files, with any redundancy among those files partly or wholly elim-
inated. For example, a given database might contain both an EMPLOYEE file, giving
employee names, addresses, depariments,. salaries, and so on, and an ENROLL-
MENT file, representing the enrollment of employees in training courses (refer to
Fig. 1.5). Now suppose that, in order to carry out the process of training course
administration, it is necessary to know the departmcnt for each enrolled student. Then
there is clearly no need to include that information redundantly in the ENROLL-
MENT file, because it can always be discovered by referring to the EMPLOYEE file
instead.

u By shared. we mean the database can be shared among different users, in the sense
that different users can have access to the same data, possibly even at the same time
(“concurrent access’”), Such sharing, concurrent or otherwise, is partly a consequence
of the fact that the database is integmted. In the example of Fig. 1.5, for instance. the
department information in the EMPLOYEE file would typically bc shared by users in
the Personnel Department and users in the Education Department. (A database that is
not shared in the foregoing sense is sometimes said to be “personal™ or “application-
specific.”)

Another consequence of the foregoing facts—that the database is integrated and
shared—is that any given user will typically be concerned only with some small portion
of the total database; moreover, different users' portions will overlap in various ways. In
other words, a given database will be perceived by different users in many different ways.
In fact, even when two users share the same portion of the database, their views of that

‘portion might differ considerably at a detailed level. This latter point is discussed more

fully in Section 1.5 and in later chapters (especially Chapter 10).
We will have more to say regarding the nature of the data component of the systcm in
Section 1.3. .

EMPLOYEE | NAME | mnazss'| DEPARTMENT | SALARY | .

ENROLLMENT | NAME [ COURSE | eee

Fig.1.5 The EMPLOYEE and ENROLLMENT files
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Hardware
The hardware components of the system consist of:

® The secondary storage volumeé—-typiéally magnetic disks—that are used to hold the
stored data, together with the associated /O devices (disk drives, etc.), device con-
trollers, IO chznnels, and so forth

» The hardware processor(s) and associated main memory that are used to support the
execution of the database system software (see the next subsection)

This book does not concem itself very much with the hardware aspects of the system.
for the following reasons among others: First, those aspects form a major topic in their
own right; second, the problems encountered in this area are not peculiar to database sys-
tems; and third. those problems haye, been very thoroughly investigated and documented -
elsewhere. : L ' '

Software - ' R

| Between the phsrsical d-ata,base itself—that is, t.hcida'ta as ph)}sii:zilly storéd—a_nd the users

of the system is a layer of software, known variously as the database manager or data-

. base server or, most commonly, the database management system (DBMS). All

requests for access to the database ar¢ handled by the DBMS: the facilities sketched in
Section 1.1 for adding and removing files (or tables), retrieving data from and updating
data in such files or tables, and so on, are all facilities provided by the DBMS. One general
function provided by the DBMS is thus the shielding of database users from hardware-
level details (much as programming language systems shield application ‘programmers
from hardware-level details). In other words, the DBMS provides users with a perception
of the database that is elevated somewhat above the hardware level, and it supports user

. operations (such as the SQL operations discussed briefiy in Section {.1) that are expressed

in terms of that higher-level perception, We will discuss this function, and other functions
of the DBMS, in considerably more detail throughout the body of the book.
A couple of fucther points: “ . .

» The DBMS is easily the most important software component in the overall system,
but it is not the only one. Others include wtilities, application development tools,
design aids, report writers, and (most significant) the transaction manager or TP
monitor. See Chapters 2, 3, and especially 15 and 16 for further discussion of these
components. b :

» The term DBMS is also used to refer generically to some particular product from
some particular vendor—for example, IBM's DB2 Universal Database product. The
term DBMS instance is then sometimes used to refer to the particular copy of such a
product that happens to be running at some particular computer installation. As you
will surely appreciate, sometimes it is necessary to distinguish carefully between
these two concepts.

L Lt S




-

10

g

e

. e y——— e I . P
o e e T e el .

por)

= -

Part [ | Preliminaries

That said, you should be aware that people often use the term darabase when they

really mean DBMS (in either of the foregoing senses). Here is a typical example: “Vendor

X's database outperformed vendor Y's database by a factor of two to one.” This usage is -

sloppy, and deprecated, but very, very common. (The problem is: If we call the DBMS the

database, what do we call the database? Caveat lector!)

Users

We consider three broad (and somcivtgat overlapping) classes of users:

First, there are application programmers. responsible for writing database applica-
tion programs in some programming language. such as COBOL, PL/I, C++, Java, or
some higher-level “founh-generatmn language (see Chapter 2). Such programs
access the database by issuing the appropriate request (typically an SQL statement) to
the DBMS. The programs themselves can be traditional batch applications, or they
can be online applications, whose purpose is to allow an end user—see the next para-
graph—to access the database interactively (e.g., from an online workstation or ter-
minal or a personal computer). Most moder applications are of the online variety.

Next, there aré end users, who access the database interactively as just described. A
given end user can access the database via one of the online applications mentioned
in the previous paragraph, or he or she can use an interface provided as an integral
part of the system. Such vender-provided interfaces are also supported by means of
online applications, of course, but those applications are built in, not user-written.

o }[osr systems include at least one such built-in application, called a query language

proccssor, by Wthh the user can issue database requests such as SELECT and

" INSERT to the DBMS interactively. SQL is a typical example of a database query

'languagc [As an aside, we remark that the term query language. common though it

is, is reallv 3 misnomer, inasmuch as the verb “to query” suggests retrieval only.
whereas query Ianguages ‘usually—not always—prov:de update and other operators
as weII )

Most systems also provxdc additional built-in interfaces in whlch cnd users do not
issue explicit database requests such as SELECT and INSERT at ail, but instead oper-
ate by (e.g.) choosing items from a menu or filling in boxes on a form. Such menn- or

forms-driven interfaces tend to be easier to use for people who do not have a formal

training in IT (IT = information technology; the abbreviation IS, short for information
systems, is also used with much the same meaning). By contrast, command-driven
interfaces—that is, query languages—do tend to require a certain amount of profes-
sional IT expertise., though perhaps not much (obviously not as much as is needed to
write an application program in a Janguage like COBOL). Then 2gain, a command-
driven interface is likely to be more fiexible than a menu- or forms.dtiven one, in that
query languages typically lnclude certain featurés that are not supported by those

other mterfaces

The third class of user, not illustrated in Fig. 1.4, is the database administrator or
DBA. Discussion of the database administration function—and the associated (very
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important) data administration funct:on——as deferred to Section 1.4 and Chapter 2
(Section 2.7).

This completes our preliminary description of the major aspects of a database systern..

We now go on to discuss the ideas in more detail.

Persistent Data

It is customary to refer to the data in a database as “persistent” (though it might not actu-
ally persist for very long!). By persistent, we mean, intuitively, that database data differs
in kind from other more ephgmieral data, such as input data, output data, work queues,
software control blocks, SQL-statements, intermediate resuits, and more generally: any
data that is transient in nature. More precisely, we say that data in the database “persists”
because, once it has been accepted by the DBMS for entry into the database in the first
place, it can subsequently be removed from the database only by some explicit request to
the DBMS, not as a mere side effect of (¢.g.) some program completing execution. This
notion of persistence thus allows us to give a slightly more precise definition for the term
database:

» A database is a collection of persistent data that is used by the application systems of
some given enterprise.

The t'c_nﬁ enterprise here is simply & convenient genedc tenm for any reascnably self-
contained commercial, scientific, technical, or other organization. An enterprise might be a
single individual (with a small personal database), or a complete corporation or similar
large body (with a large shared database), or anything in between. Here are some examples:
R

1. A manufacturing company

2. Abank

3. Ahospital

4. A university '

5. A government department

Any enterprise must necessarily maintain a lot of data about its operation. That data is

the “persistent data” referred to in the definition, The enterprises just mentioned would

typically include the following (respectively) among their persistent data:
1. Product data |
2. Account data
3. Patient data
4. Studentdata
5. Planning data

e
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Note: The first six editions of this bock used the term operational data in place of .

persistent data. That earlier term reflected the original emphasis in database systems on
operational or production applications—that is, routine, highly repetitive applications
that were executed over and over again to support the day-to-day operation of the enter-
prise (for example, an application to support the deposit or withdrawal of cash in a bank-
ing system). The term online transaction processing (OLTP) has come to be used to
refer to this kind of environment. However, databases are now increasingly used for
other kinds of applications as well—that is, decision support applications—and the
term operational data is thus no longer entirely appropriate. Indeed, enterprises nowa-
days frequently maintain two separate databases, one chtaining operational data and
one, often called the data warehouse, containing decision support data. The data ware-
house often includes summary information (e.g., totals, averages), where the summary

information in question is extracted from the operational database on a perodic basis—

say once a day or once a week, See Chapter 22 for an in-depth treatment of decision sup-
port databases and applications. :
: ‘

Entities and Relationships

We now consider the example of a manufacturing company (“KnowWare Inc.”) in a litle
more detail. Such an enterprise will typically wish to record information about the projects
it has on hand: the parzs that are used in those projects; the suppliers who are under con-
tract to supply those parts; the warehouses in which those parts are stored; the employees
who work on those projects; and so on. Projects, parts, suppliers, and 50 on, thus constitute
the basic entities about which KnowWare Inc., needs to record information (the term enrizy
is commonly used in database circles to mean any dlsnngulshablc object that is to bc rep-
resented in the database). Refer to Fig. 1.6,

Suppliers @*— Projects

SP <SP> P # <ﬂ>

<S> IWarehouses Parts ) Employees |

ﬁ\b | ﬁ@
WE
Locations @——— Departments

Fig.1.6 Entity/relationship (E/R) diagram for KnowWare Inc.

-
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In addition to the basic entitics themselves (suppliers, parts, and so on, in the exam-
ple), there will also be relationships linking those basic entities together. Such relation-
ships are represented by diamonds and connecting lines in Fig. 1.6. For example, thereis a
relationship (“SP” or shipments) between suppliers and parts: Each supplier supplies cer-
tain parts, and conversely each part is supplied by certain suppliers (more accurately, each
supplier supplies certain kinds of parts, each kind of part is supplied by certain suppliers).
Similarly, parts are used in projects, and conversely projects use parts (relationship PI);
parts are stored in warchouses, and warehouses store parts (relauonshxp WP); and so on.
Note that these relationships are all bidirectional—that is, they can be traversed in either
direction. For example, telationship SP between supphers and parts can be used 10 answer
both of the following quencs‘

= Gwen a supplier, get the parts supplned by that supphcr.
® Given a part, get the suppﬁers who supply that part.

The significant point about this relatlonship (and all of the others illustrated in the fig-
ure) is that they are just as much a part of the data as are the basic entities. They must
therefore be rcpn:sented in the database; just Iike the basic entitics. !

We note in passing that Fig, 1.6 is an example of what is called (for obvious reasons)
an entity/relationship diagram (E/R dmgram for shon) ‘We w;ll conslder such diagrams
in detail in Chapter 14, —

Fig. 1.6 also illustratcs a number of ather 1mportnnt pomts :. -,

.J

1. Although most of the relatxonshxps in that ﬁgurc involve (wo cnuty types—that is,
they are binary relationships-—it is by no means’ the case that all relationships are
binary in this sense. In the example there is one relationship (“SPJ™) involving three
entity types (supphers. parts, and projects); a rernary relnnonshlp :The intended inter-
pretation is that certain suppliers supply certain parts to certain projects. Note care-
fully that this ternary relationship (“suppliers supply parts to prpjects "} is not equiva-
lent, in general, to the combination of the three binary relationships “suppliers supply
parts,” “parts are used in projects,” and pmjects are supphed by suppliers.” For
example, the statement? that

a, Snuth supplies monkey wrenches to, the Manhattan pro_;ect o

[}

tells us more than the following three statements do: -

b. Smith supplies monkcy wrenches
c. Monkey wrenches are used in the Manhattan p!‘OJCCI
d. The Manhattan project is supphed by Smith

! In a relational database specifically (see Section 1.6); the basic entities and the relationships connecting
them ore both represented by means of relations, or in other words by ables like the one shown in Fig.
L1, loosely speaking. Note carefully, therefore, that the term relationship ns used in the present section
and the term relation as used in the context of relational databases do not mean the same thing,

2 The term starement is unfortunately used in the database world 16 mean rwo rather different things: It
can be used, as here, to mean an asgertion of fact, or what logicians call a proposirion (sec the subsection
“Data and Data Models™ later in this section); it can also be used, as we alxeady know from earlier discus-
sions, as a synonym for command, as in the expresgion “SQL statement.”
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—we cannot (validly!) infer a knowing only &, ¢, and d. More precisely, if we know b,
¢, and d, then we might be able to infer that Smith supplies monkey wrenches to some
project (say project Jz), thet some supplier (say supplier Sx) supplies monkey
wrenches to the Manhattan project, and that Smith supplies some part (say part Py) to
the Manhattan project—but we cannot validly infer that Sx is Smith or Py is monkey
wrenches or Jz is the Manhartan project. False inferences such as these are examples
of what is sometimes called the connection trap.

2. The figure also shows one relationship (PP) involving just one entity type (parts). The
relationship here is that certain parts include other parts as immediate components
(the so-cailed bill-of-materials relationship); for exarmple, a screw is a component of
a hinge assembly, which is also a part and might in tum be a component of some
higher-level part such as a lid. Note that this relationship is still binary; it is just that
the two entity types involved, parts and parts, happen to be one and the same.

3. In general, a given set of entity types might be involved in any number of distinct
relationships. In the example in Fig. 1.6, there are two distinct relationships involving
projects and employees: One (EJ) represents the fact that employees ‘are assigned to
projects: the other (MJ) represents the fact that employees manage projects.

We now observe that a relationship can be regarded as an entity in its own right. lf we

take as our definition of entity “any object about which we wish to record information,”
then a relationship certainly fits the definition. For instance, “part P4 is stored in warehouse
W8 is an entity about which we might well wish to record information—for example, the
corresponding quantity. Moreover, there are definite advantages (beyond the scope of the

- present chapter) to be obtained by not makmg any unnecessary distinctions between enti-

ties and relationships. In this book, thercforc. we w:ll tend to treat relatmnshxps as just a

N spectal }Jnd of entlty

Properties :
As just indicated, an entity is any object about which we wish to record information. It fol-
lows that entities (relationships included) can be regarded as having properties, corre-
sponding to the information we wish to record about them. For example, suppliers have
locations: parts have weights; projects have priorities; assignments (of employees to
projects) have start dates; and so on. Such properties must therefore be :eprescntcd in the
database. For example, an SQL database might include a table called S representing sup-
pliers, and that table might include a column called CITY representing supplicr locations.
Propertics in general can be as simple or as complex as we please. For example, the
“supplier location™ property is presumably quite simple, consisting as it does of just a city
name, and can be represented in the database by a simple character string. By contrast, a
warehouse might have a “floor plan” property, and that property might be quite complex,

' conmstmg perhaps of an entire architectural drawing and associated descriptive text. As

noted in Section 1.1, in other words, the kinds of data we might want to keep in (for
example) columns of SQL tables can be arbitrarily complex. As also noted in that same
section. we will return to this topic later (principally in Chapters 5-6 and 26~27); until
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then, we will mostly assume, where it makes any difference, that properties are “simple”
and can be represented by “simple” data types. Examples of such “simple” types Jnclude
numbers, character strings, dates, times, and so forth.
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Data and Data Models

There is another (and important) way of thinking about what data and databases really are.
The word data derives from the Latin for “to give”; thus, data is really given facts, from
which additional facts can be inferred. (Inferring additional facts from given facts is
exactly what the DBMS does when it responds to a user query.) A “given fact” in wrn cor-
responds to what logicians call a trie proposirion; for example, the statement “Supplier Sl
is located in London™ might be such a true proposition. (A propesition in logic is some-
thing that is either true or false. unequivocally. For instance, “William Shakespeare wrots
Pride and Prejudice” is a propgsition-—a false one, as it happens.) It follows that 2 data-
base is really a collection of true propositions.

Now, we have already said that SQL products have come to dominate the marketplace.
One reason for this state of affairs is that SQL products are based on a formal theory called
the relational model of data, and that theory in tum supports the foregoing interpretation
of data and databases very directly-—almost tnvrally. in fact, To be specific, in the relational
model: :

bz, Tr S g

1. Data is represented by means of rows in tables,? and such rows can be directly inter-
preted as true propositions. For example. the row for BIN# 72 in Fig. 1.1 can be inter- .
preted in an obvious way as the following true proposition:

Bin munber 72 contains two botles of 1999 Rafanelli meandel which will be ready
to drink in 2007 '

2. Operators are provided for operating on rows in tables, and those operators directly %
support the process of inferring additional true propositions from the given ones. Asa 4§
simple example, the relational projecr operator (see Section 1:6) allows us to infer.
from the true proposition just quoted. the followmg additional true proposition
among others:

Some bottles of Zinfandel will be ready to drink in 2007

(More precisely: “Some bottles of Zinfandel in some bin. produced by some producer
in some year, will be ready to drink in 2007.")

o

The relational model is not the only data model, however; others do exist (see Section 3
1.6)—though most of them differ from the relational model in being ad hoc to a degree,
instead of being firmly based as the relational model is on formal logic. Be that as it may,
the question arises: What in general is a data model? Following reference [1 1] (but para-
phraSmg consxdembly). we can define the concept thus:

n A data model is an abstract, self-contained, logical definition of the objects, opera-
tors, and so forth, that together constitute the abstract machine with which users

3 More precisely. by ruples in relasions (ses Chapter 3).
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forward, barring Expiicit statements to the contrary. '

14 WHY DATABASE?

Why use a database system? What are the advantages? To some extent the answer to these
questions depends on whether the system in question is single- or multi-user (or rather, to
be more accurate, there are numerous additional advantages in the multi-user case). We
consider the single-user case first, '


































































































































































































































































































































































































































































































































































































































